
NRV: USING NESTED RINGS TO INTERACT  

WITH CATEGORICAL DATA 

Adriana S. Vivacqua 
ADDLabs/UFF – Active Design Documents Lab – Fluminense Federal University 

Av. General Milton Tavares de Souza, s/n, Niterói – RJ – BRAZIL 

 

Ana Cristina Bicharra Garcia 
ADDLabs/UFF – Active Design Documents Lab – Fluminense Federal University 

Av. General Milton Tavares de Souza, s/n, Niterói – RJ – BRAZIL 

 

ABSTRACT 

Graphic visualizations provide a useful means for individuals to analyze large sets of data. There are many types of 

graphs such as line graphs, pie charts and bar graphs, focused on displaying continuous values. Additionally, a number of 

interactive visualization solutions have been proposed that enable users to more fully explore data, updating the 

visualization as the users alter parameters. These have also focused on continuous data domains. To date, few solutions 

exist for exploring the interrelations of categorical variables, i.e., variables for which the domain can be defined as a set 

of possible values. In this paper, we present the NRV, a nested ring visualization graph that improves the expressivity of 

categoric variable graphs while maintaining user control to query data. Our work is in its initial stages, but we believe the 

approach will improve understanding of correlations between variables when there are large differences in values. 
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1. INTRODUCTION 

Graphic visualizations allow individuals to visually analyze sets of data, looking for correlations. Visual data 

mining allows for the quick exploration of large data sets, and is usually more effective than many automated 

algorithms (Keim, 2002). Traditionally, static images are created from a fixed subset of the dataset. With the 

proliferation of computers and interactive technologies, a number of interactive visualization solutions have 

been created. These enable users to more fully explore the data, performing queries to the data set and 

updating the visualization accordingly. In this fashion, visualization has moved from static graphs to 

interactive interfaces. Visualizing categorical data and its correlations however, remains an open problem 

(Friendly, 2000a). While some data can easily be represented in a bi-dimensional, line or bar chart (e.g., 

elapsed time, sizes, length, volume, temperature or number of occurrences of a given element), other data is 

harder to represent. When searching for good ways to interact with a categorical data set, we couldn’t find a 

satisfactory solution. 

Our problem is the visualization of a categorical data set, to understand the correlation between variables. 

Our data set is composed of a historic record of events (from the domain of oil pump failure diagnosis), 

where each event is composed of several different variables. Most of these variables have categorical 

domains (i.e., their domains are composed of a discreet set of possible values), so representing them in bi-

dimensional x-y charts poses a problem. Standard charts can show us the frequency of occurrence of each 

variable or the distribution of variables in time, but not the correlation between variables (e.g., frequency of 

occurrence of a particular set of values). 

 

Our users need to be able to select multiple values and, for these, view: 

• Aggregate information about their occurrence (number of occurrences of each possible value); 



• Number of co-occurrences of any value combination; 

• Frequency of occurrence of any value combination; 

• Having these results on a time scale is also desirable. 

As an illustration, imagine the following variables of a shopping cart and their possible values, shown in 

Table 1: 

 
Table 1: Variables and possible values for a shopping cart 

Variable name Possible values 

Fruit apple, banana, kiwi, strawberry, pineapple 

Grains rice, beans 

Drinks coca cola, sprite, iced tea, beer 

Sweets cake, chocolate, candy, biscuits, jello 

Vegetables carrot, potato, pumpkin 

 

Grocery carts might be instantiated with a set of variables and values, as seen in Table 2. 

 
Table 2: Possible shopping cart configurations 

Cart Number Fruit Grains Drinks Sweets Vegetables 

1 apple beans, rice iced tea --- carrot 

2 apple beans, rice beer chocolate, cake potato 

3 kiwi, banana beans sprite jello carrot 

 

A user might want to view how frequently apples or bananas were purchased at the same time as rice and 

sprite. It might also be desirable to view these occurrences over time, to check whether certain combinations 

happen more frequently during certain periods (e.g. during certain holidays). This information is not easily 

conveyed, especially given the number of different possible combinations. In this paper, we present a 

solution for interacting with categorical data called NRV (nested rings visualization), which display data as a 

set of concentric rings. These rings allow the user to view data and to select attribute values on the 

visualization itself, thus constraining the data sets for exploration. Additionally, NRV has a temporal map to 

show number and frequency of occurrence of the elements selected. 

1.1 Problem Domain 

This research was motivated by a specific need related to a real life engineering problem in the domain of oil 

pumping failures in land-based operations. In land-based oil production, pumps are a fundamental 

component, so engineers need to keep track of interventions made to oil wells and, more importantly, of 

production stoppage, due to pump failure or maintenance. An intervention is an action upon a well to 

maintain equipment or fix a problem, and frequently involves stopping production. This is a costly process, 

because interventions can last anywhere from a day or two to a few months, and, in a productive well, this 

could mean several thousand dollars lost. Historic intervention data needs to be analyzed in order to properly 

schedule equipment maintenance or replacement and minimize production stops. 

NRV is part of a project to build an expert system to help users analyze symptoms and diagnose problems 

on wells as they appear (oil pump failure diagnosis system). Part of this system involves the analysis and 

display of intervention data. Our users have a large amount of data, which is represented according to a 

domain ontology created specifically for this purpose. This ontology defines not only the different 

dimensions of the problem and their correlations but also the range of possible values for each variable. Each 

intervention has a number of associated variables (or attributes), which are the dimensions in our graphs. 

These attributes include, among others: equipment, problem cause, type of failure, failure mechanism, failure 

mode and resources necessary for intervention. Each of these attributes had a fixed set of possible categorical 

values specified in the ontology. The basic visualizations included in the package map statistical data such as 

frequency of occurrence of each attribute value, but a more sophisticated visualization tool was needed to 

enable further exploration of the data by the user. 

This paper is organized as follows: in the next section we present related work, including data 

visualization approaches to visualize categorical data and dynamic queries for interacting with data. We also 



present the visualizations that provided inspiration for our work. In section 3, we present the requirements we 

elicited for our case and Nested Rings, our solution to the problem of exploring correlations within 

categorical data. We also discuss its implementation in the context of our project. We finalize with a 

discussion of the solution and initial user impressions. 

2. RELATED WORK 

The main goal of data visualization is to visually present data in an insightful way, allowing a user to 

perceive aspects of the data that might otherwise not be perceived (Friendly 2000a). To decide on which type 

of visualization to adopt, the designer must first consider the data type to be displayed. Keim (2002) presents 

a taxonomy of visual data mining techniques that specifies the following data types: 

• One dimensional 

• Two dimensional 

• Multidimensional 

• Text/hypertext 

• Hierarchies 

• Algorithms 

This categorization allows us to identify the type of data to be analyzed, and attempt to match it to an 

appropriate solution. In our case, data is multidimensional (multivariate) and categorical. Categorical 

variables have domains comprised of a set of discreet values (Friendly 2000a). Friendly (2000b) describes a 

number of ways in which to visualize categorical data, some of which can be seen in Figure 1. 

    

        
Figure 1: Different categorical data visualization possibilities (from Friendly, 2000b) 

Most of these are conceived static solutions, which provide a view into a portion of the data set. They are 

limited by the number of attributes that can be displayed without loss of understanding. 



2.1 Dynamic Queries and Nested Rings 

Dynamic Queries were introduced in the early 90’s (Ahlberg et al, 1992). They allow direct manipulation of 

databases by enabling a user to manipulate data through the creation of queries via interface widgets. Query 

results were automatically reflected on a graphic display, so the user could immediately see the effects of the 

data manipulation. A dynamic query interface for the periodic table of elements is shown in Figure 2. 

 
Figure 2: Dynamic query interface for the periodic table of elements (from Ahlberg et al, 1992) 

 

NRV are a dynamic query interface, where both the manipulation and visualization are performed on the 

graph itself. They are inspired on the Docuburst (Collins, 2007) and InterRings (Yang et al, 2002) 

visualization designs. Both designs were created to allow the user to manipulate hierarchical data. InterRing 

is an interactive tool designed to enable visualization and manipulation of hierarchical data. It presents a set 

of concentric circles where the root node is presented at the center and child nodes radiate outwards. The user 

may select a node (circle slice) to expand it further out. Docuburst is a visualization created to display textual 

documents, based on InterRings. Each slice is a word, and may be selected to explore its meanings and 

relations. Docuburst draws on Wordnet to create a hierarchy of is-a relationships that radiate outwards. Once 

a circle slice is selected, it is expanded using the Wordnet database, and related words are shown, to clarify 

the meaning of the document. Words that occur on the text are colored differently, with color strength 

relating to frequency of occurrence. InterRings and Docuburst can be seen in Figure 3. 

    
Figure 3: left, InterRings (from Yang et al, 2002) displays hierarchical information with the root node at the center and 

child nodes radiating outwards. Circles may become asymmetric as the user explores different parts of a tree. Docuburst 

(from Collins, 2007), seen in the middle, displays related words from the wordnet base. Circle views (from Keim et al, 

2004) displays temporal variation in the circles, with each slice representing one attribute, and time progressing outwards. 

 
Circle views (Keim et al., 2004), while very similar to our final design, bear little resemblance in 

organization and interpretation: in circle views, each slice of the circle represents an attribute/value pair, and 

the rings radiating outwards represents its evolution in time. Each ring represents a varying time slice, (1 

hour, 3 hours, 1 week, etc.), and colors represent the values of the variables (e.g.: high, low, medium). Circle 

views is shown in Figure 3 (right). It should be noted that the three aforementioned designs were created to 

display hierarchical data, but the data we are dealing with is not hierarchical. 



3. INTERACTING WITH CATEGORICAL DATA 

Given our problem domain and our research of prior work, we decided that a different solution was needed. 

Existing solutions didn’t convey all the information we needed to convey. Additionally, many of the 

visualizations were static solutions, and we wanted to allow the user to explore the data by changing 

parameters and viewing results. In interactive visualizations, manipulation is sometimes hard, because 

attribute values need to be selected in separate interfaces (drop down boxes or radio buttons), which takes the 

user out of the exploratory context, to alter parameters and redraw the visualization.  

Our users are used to seeing their information as bar or pizza charts, which are not good for conveying 

correlations between variables. We desired a solution that was as once functional and aesthetically pleasing, 

which would allow the user to select the variables desired, determine a given timeframe, and explore the 

results, with a minimum of effort and loss of context. The proposed solution should help the user explore the 

data set and facilitate understanding of the information within it. This means not only viewing the number of 

occurrences of each variable selected, but also the number of co-occurrences and their frequency in time. Our 

users would like to explore the frequency with which different elements appear together in the dataset, within 

certain dates. Therefore, our requirements are for a visualization that is: 

• Multidimensional: allows the user to view multiple attributes at the same time; 

• Configurable: allows the user to select which attributes he/she wants to view; 

• Time constrained: allows the user to select a time interval to explore; 

• Relational: allows the user to select a value for an attribute and view the occurrence of other 

attribute values; 

• Temporal: allows the user to view the moments at which the selected values occur together. 

We use familiar concepts and views to facilitate the interaction with the system, and place the information 

and interaction on the same interface (the visualization itself) to speed up the queries. This interface starts up 

with a global view of the data (distributions across the full dataset) and allows the user to select values to 

constrain the data set and explore results. It allows the user to select values on the visualization itself, 

reducing the context change often necessary to filter data. The query is immediately reflected on the 

interface. 

In the next section we present NRV, which we designed to fit the requirements mentioned above. It is 

currently in the final stages of implementation, so it needs to be fully tested but we already have some 

informal feedback on the design. The data we are dealing with is categorical and multidimensional, and the 

goal of the visualization is to enable exploration of the correlation between different attribute values.  

3.1 Nested Rings 

Nested Rings have been created to allow users to interact with discreet data, selecting values and exploring 

the dataset as they find interesting correlations. They are loosely based on pie charts, as rings are 

proportionally divided according to the number of occurrences of each attribute value. The visualization 

consists of a series of concentric rings, each of which represents an attribute from the dataset. Rings can be 

added or removed, allowing the exploration of multiple attributes. The rings have a circle in the middle 

where temporal data is shown. Ticks on the outside of the outermost ring show the time interval selected. 

Figure 4 shows an image of the visualization. Its configuration and interaction will be described in the 

following subsections. 



 
Figure 4: Nested Rings basic interface 

3.1.1 Interacting with the Rings 

In Nested Rings, each ring functions as a “menu”, where each slice is clickable and allows the user to change 

the focus of the exploration. Variables are displayed as concentric rings, with each ring representing only one 

variable and its possible values, split in proportion to their occurrences. These circles also function as a 

display where query results are shown. The circle in the center represents the temporal occurrence of the 

combined values. 

In the initial configuration, variables are ordered, outside to in, according to the domain size (number of 

possible values). The larger the domain, the further out the attribute will be placed. The largest domain will 

be on the outermost ring, the second largest will be the second ring, and so on. This decision was made in 

order to take advantage of the different ring sizes: for an attribute with several possible values, the outer ring 

provides more space within which to divide the different values. However, this configuration can be altered, 

according to the user’s preferences, through manipulation of a schematic display of the rings. The user may 

drag a ring to a different position, reorganizing the attributes as desired. This is shown in Figure 5. 

  
Figure 5: Ring order configuration 

 
At the start of the interaction, the graph presents the distribution of the selected attributes in the dataset, as 

a whole (i.e., the overall number of occurrences of each variable). In this initial configuration, values in each 

ring are not correlated, they simply represent the value distributions for each variable. Once a user selects (by 

clicking on) a slice of the outermost ring, the dataset is constrained to items that have that [attribute, value] 

pair, and the inner rings’ division will change to display the distribution of values for the constrained dataset. 

To select a particular timeframe (constraining the dataset to particular start and end dates) to be explored, 

the user can drag the mouse around the outside “ticks” that represent time. The outer “ticks” function as a 

time dial, where the user can set the beginning and end of the period to be explored, further restricting the 

dataset. 

Rolling the mouse pointer over a slice of a ring provides information on the value represented by the slice 

and the percentage it occupies. Values which do not appear in the dataset (0%) can be seen by right-clicking 

on a given graph slice. This will show not only the percentage of the slice, but all other possible values and 

percentages. This given the user a better idea of the value distribution. All actions (queries) are immediately 

reflected on the visualization itself. Figure 6 shows a schematic image of the interaction. 

 



 
Figure 6: Interacting with Nested Rings 

 
The inner circle shows the occurrence of the selected value combinations in time, as a bar chart. It is 

important to note that the focus event in this case are “production stoppages”, which are discreet events 

(production has either stopped or not). These events take a certain amount of time (how long was production 

stopped?) and cost a certain amount of money to the company (depending on how productive the well was). 

This information is reflected in the bar chart shown in the center of the visualization. By clicking on the 

central visualization, it is expanded for a closer view. The space between bars represents the amount of time 

elapsed between one stop and another. Bar width represents total stoppage time (a bar can span multiple days 

if necessary), and height represents the cost of each intervention (how much money was lost). Colors are 

used to further differentiate interventions. In the case of multiple production stops happening on the same 

date, bars will be stacked accordingly. A detailed view of the bar chart can be seen in Figure 7. 

 

 
Figure 7: Detailed view of the bar chart 

 

By mixing bar and circle charts, we hope to give the user a better understanding of the data, and by 

providing an interface that allows direct manipulation of the data, we expect that queries will become faster 

that with usual means. This will be tested by asking users to create value comparisons with other types of 

graphs and verifying how much time and difficulty they experience. 



Initial feedback and analysis has been promising. We believe users will not have any difficulty 

manipulating or interpreting NRV, as they are used to “mousing over” and clicking on objects and 

interpreting pizza charts. However, formal testing will be conducted as soon as the prototype is ready, in 

order to properly validate the design. 

4. CONCLUDING REMARKS 

An initial implementation, in Flash, of nested rings is being finalized, and will be tested with real data from 

the described domain. While it has not been field tested yet, we believe it will provide an interesting and 

practical way for individuals to explore data. The NRV design purposely attempts to draw an association 

with pie and ring charts, which are known to most users, so should be easily interpreted. We take advantage 

of this knowledge to facilitate understanding. Additionally, NRV enables direct manipulation of the dataset, 

maintaining the context of the exploration activity while the user plays with the data. 

Some limitations of this design are size-related: we expect it won’t function as well when variables gave 

too many possible values, for it will be come hard to see the different slices. We assuming that 5-12 would be 

ideal, possibly going up to 20 possible values. Another issue is the number of possible rings: 5 seems ideal, 

but more may be possible before the circles get too small or thin to be legible. These numbers are, of course, 

dependent on display size: on large displays, they may become larger, as chart size will grow. 

The main shortcoming of our research this far is that this solution has been designed for a specific 

problem, so we are unsure of its applicability to other domains (not related to pump failure analysis). It must 

be tested on a different domain and datasets to verify how well it adapts. Most of our users are already 

familiar with the concept of “mousing over” sections of the screen to obtain more information, and we expect 

they will not have any difficulty extending that action to clicking on the graph to select different graph slices 

and reconfigure the visualization. In fact, our users frequently ask us to enable them to view as much 

information as possible on the same display. We believe this will be a suitable solution, but it requires 

extensive testing before we can provide a final verdict. 
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